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Technology Opportunity  
Very Fast Finite Element Method 

Speeding up FEM Computations for non-
linear solid mechanical problems by a 

factor of ~1000 
 

 

The Technology 

Researchers at The University of Western Australia 
(UWA) have been working on novel solutions for 
finite element method (FEM) computations to speed 
up applications developed within the UWA Intelligent 
Systems for Medicine Laboratory.   

Graphical Processing Units (GPU’s) have a highly 
parallel, multithreaded, many core processor 
architecture containing e.g. 128 core processors.  
While GPU’s are intended for sophisticated 
computer display applications, they can also be used 
for general purpose computations, especially where 
problems can be expressed as data-parallel 
computations with high arithmetic intensity, and the 
same program can be executed on many data 
elements in parallel. 

The UWA researchers have developed unique 
algorithms and methods that speed up FEM 
computations for non-linear solid mechanical 
problems by a factor of ~1000 compared to current 
commercially available solutions.  

The new algorithms alone achieve a speed up factor 
of ~40 compared to Abaqus Static, with a further 
speed up factor of ~30 being achieved for the GPU 
implementation demonstrating the suitability of the 
new algorithms for many core processor 
architectures.  

 

Abaqus:
3732

CPU:
57.7

GPU: 
1.76
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Example 1 
Simple geometry: compression and extension of a cylinder. 

Table 1 presents the comparison of computational time when conducting calculations using 

a) Abaqus Static on an Intel Dual Core CPU, 3GHz, Windows XP, 32 bit 

b) Executing the new algorithmic solution on the same PC as above (“CPU”) 

c) Executing the new algorithmic solution on a Nvidia Tesla C870 Graphical Processing 
Unit, fitted to the above PC (“GPU”) 

Computation time (s) Speed up factor (x) Deformation No. of 
elements

Type of 
elements 

Abaqus CPU GPU CPU 
vs. 

Abaqus 

GPU 
vs. 

CPU 

Combined

Compression 3732 57.7 1.76 64.7 32.8 2120.5 

Extension 
48000 Hexahedron 

1087 69.1 2.37 15.7 29.2 458.6 

   Average: 40.2 31.0 1289.6 

Table 1: Comparison of computation times 

A soft, almost incompressible Neo-Hookean material model was used for all simulations. 
Displacements of 20% of the undeformed height of the cylinder were applied.  

Total execution time is typically dominated by the GPU execution time which varies close to 
linearly with the number of elements.  When a low number of elements are used CPU program 
overheads become a significant factor. 

 

 

 

 

 

 

 

 

 

 

 

Example 2 
Complicated geometry, highly non-linear model: computations of brain shift during 
neurosurgery 

Brain surgery commonly uses MRI images taken prior to an operation.  However, once an 
opening is created in the human skull, the brain shifts following the changed boundary conditions 
and the previously taken MRI is no longer accurate.  In this example a brain shift simulation is 
performed using a biomechanical model accurately predicting the brain geometry during surgery. 
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Figure 1. The mesh used for the brain shift simulation (left half) 

 

The different parts of the brain (healthy brain tissue, tumour, and ventricles) are modelled using 
almost incompressible nonlinear materials (Neo-Hookean) with different properties. 

The brain is meshed using three types of elements (hexahedral, linear tetrahedral and improved 
tetrahedral).  Simulations were also performed on a refined mesh to assess the performance of 
the algorithms on meshes with a higher number of elements.  

 

Number of elements Skull Mesh Number 
of 
nodes 

Hexa Linear 
tetras 

ANP 
tetras 

Total 
elements

Number 
of nodes 

Number 
of 
triangles

Original 12693 10596 4831 1398 16825 1993 3960 

Refined 95669 84768 32439 8085 125292 7945 15840 

Table 2: Structure of the meshes used 

 

No. of steps required for 
convergence (δ = 10E-4) 

Run time for 3000 
steps (s) 

Mesh 

CPU GPU CPU GPU 

Speed 
up (x) 

Original 1887 2103 79.7 3.54 22.5 

Refined 3120 3091 543.4 19.95 27.2 

Table 3:  Computation results for brain shift simulation 

 

Total execution time is again dominated by the GPU execution time, however, the combination of 
three types of elements in the same mesh, plus contacts, lead to a higher number of kernel 
invocations at each time step, which increases CPU overheads and the relationship between 
number of elements and overall computation time is not as linear as in example 1. 
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Future Performance Improvements 
The evolution of GPU hardware facilitates further performance improvements.  The latest models 
of GPU (Nvidia Tesla 20 series, based on the new architecture codenamed “Fermi”) have more 
core processors (448 vs. 128), increased number of registers and cache memory, and support for 
double-precision floating point numbers. They allow concurrent kernel execution and 
asynchronous memory transfers between host and device.   

The algorithms can be also further improved, considering the latest developments in GPU 
hardware and software support. Some of the possible directions of improvement include:  

- use of multiple GPU cards on one PC 

- parallel kernel execution 

- parallel kernel execution and data transfer between host and device 

These improvements can lead to a further several times increase in computation speed for the 
part of code executed on the GPU. 

State of Development 
The developed research software has been thoroughly tested in-house and UWA welcomes 
requests for evaluation by interested parties.   

 

To facilitate testing, any model input data will need to meet the following criteria: 

Input file format Abaqus 

Mesh elements Hexa (C3D8) and Tetra (C3D4) 

Boundary conditions:  

 

Fixed nodes (defined as node sets) 

Displaced nodes (defined as node sets) 

One contact between surface nodes and a rigid surface (sliding with 
separation);  defined as a set of nodes and a triangular mesh with S3 
elements);  

As our effort has been into solution algorithms we do not have special 
B.C. or contacts implemented 

Material Model Neo-Hookean 

No of elements Limited by memory available on the GPU, so far models with 200,000 
elements have been successfully simulated 

Loading Through imposed motion of the boundary (i.e. no loading through 
contact models or concentrated forces) 

 

While the current research software is limited to Hexa and Tetra elements, it is only a matter of 
resourcing and implementation to extend the software to work with other elements that are 
typically used in commercial applications. 

Quasi-static non-linear problems are solved with adaptive parameter estimation.  Transient 
problems are currently solved with fixed time-step (critical time step monitoring during simulation 
has not been implemented). 
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The Research Team 
This research has been conducted by the team at Intelligent Systems for Medicine Laboratory led 
by Professor Karol Miller. The team is internationally known for their achievements in 
computational biomechanics in collaboration with Harvard Medical School. 

 

Opportunity 
UWA is looking for an appropriate commercial partner to commercialise the technology.  It is 
anticipated that this will be undertaken by a commercial entity that is able to display a track record 
of success in the area of finite element method simulation. 

 

References 
The following paper illustrates the currently known state of the art of using GPU’s for finite 
element simulations (speed up by a factor of 4):  “Accelerating the ANSYS Direct Sparse Solver 
with GPU’s” by G.P. Krawezik (Accelware Corp.) and Gene Poole (Ansys), available at: 
http://saahpc.ncsa.illinois.edu/09/papers/Krawezik_paper.pdf  
 

Intellectual Property protection 
While results of the research and some aspects of the implementation have been published, the 
core intellectual property is currently held as a trade secret and is also protected by copyright. 

 

Commercial Contacts 
Tom Schnepple 
Project Manager Commercialisation 
Office of Industry and Innovation 
The University of Western Australia 
Tel:    +61 8 6488 1520 
e:       tom.schnepple@uwa.edu.au  
web:   www.oii.uwa.edu.au 

Geoff Pocock 
Project Manager Commercialisation 
Office of Industry and Innovation 
The University of Western Australia 
Tel:    +61 8 6488 4713 
e:       gpocock@admin.uwa.edu.au 
web:   www.oii.uwa.edu.au 

 


